Appendix
The posterior probability, that the hypothesis # is the correct one, given the data, d, can be

calculated using Bayes’ Theorem:

p(d1h)p(h)

hld)=
p(hld) ()

(A1)

Under the word independence assumption, the probability of the set d given & and y (where h =
GUJARATI*, PENULT, or GUJARATI; and d is the set of stressed words, with y being the
corresponding unstressed forms) can be expanded as the product of the probability of each

member of d given h and each member of y.

pDTIP(, 1hy,)

hld)=
p(hld) )

(A2)

One way to think of the Non-Deterministic variants of the hypotheses is as a weighted sum of the
deterministic versions. Each output is assigned a probability under any given H,. This
probability is computed from the weighted sum of the probabilities given by the deterministic
hypothesis, H; (either 1 or 0), and those given by the arbitrary hypothesis A (//n, for n possible
outcomes). For a given three-syllable word, Y, , there are three stress possibilities: 1-initial
stress, 2-penultimate stress, and 3-final stress. The set of possible outputs is given by C =

{1,2,3}, and the stress class assigned by H, is written as a function of the input word: H(y ) €

C. A deterministic hypothesis, by definition, assigns all its probability mass to the stress position

(¢ € C) that agrees with the hypothesis.

c= H,’(yx)

1
|H.,y )= A3
pelH,y.) {O otherwise (A3)



plclAy )= %,VC (A4)

The probability of any particular stressed output, c, for any given word, y_, according to the
Non-Deterministic hypothesis H,” is given by a weighted sum of the contributions from the
random hypothesis (A), and the deterministic hypothesis (H,) given above.

plc |H,y,)=wip(c|Huy,) +wyplc [Ay,) (A5)
For w, = (I-3a), w, = 3a, and for all three possible values of ¢ &€ C (one consistent with H,
(co=Hi(y,)), and two inconsistent (c,,c, # Hi(y,)), adding up to the three possible stress

outcomes available for a three-syllable word):

(A.6)
plcyVH ,y, ) =(1-3a)p(c, | H,,y,)+Ba)p(c, | A,y,)=(1-3a)+ 305(%) =1-2a

" " " " 1 "
ple,1H; .y, ) =A#3%)ple, 1Hpy )+ (3")ple, 14,y,) = 3" () =

1
plc, VHY ,y )=(1-3a)p(c, |H,y,)+Ba)p(c, | Ay,) = 305(5) =q

This is equivalent to the definition given in (8) in the text.



Derivation of Equation (9):

For a given lexicon of input wordforms, y, the observed data of interest will be the set of
corresponding stresses, d over y. The posterior probability of hypothesis GUJARATI* given d,
divided by the posterior probability of PENULT given d can be computed directly using Bayes’

Theorem. The probability of d is a constant term, and cancels.

P(GUJARATI” |d)  p(d | GUJARATI ,y) p(GUJARATI )

AT
p(PENULT | d) p(d | PENULT ,y) p(PENULT) (A7)
Under the further assumption of a uniform prior probability over hypotheses, p(GUJARATI*) =
p(PENULT), and Equation (A.7) reduces to
GUJARATI |d d | GUIARATI"
P ) _ I y) (AS)

P(PENULT | d) p(d | PENULT ,y)
Under the usual independence assumption, the conditional probability of each member of d (that
is, each surface stressed form) is independent of any other member. The probability of the set d
given h (where h = GUJARATT* or h = PENULT) can then be expanded as the product of the
probability of each member of d given A.

D(GUIARATT |d) ]:[p(di |GUJARATI y,)

p(PENULT | d) [1p(d. | PENULT .y,

i

(A9)

Any particular surface form (a three-syllable word with unique main stress) is either consistent
with the deterministic version of a given hypothesis or inconsistent. For example, the form
[mubdcak] from row 3 of Table 1, is consistent with hypothesis PENULT (because stress is on the
penultimate syllable), as well as hypothesis GUJARATI* (because stress is on the least sonorous
vowel in the word). It is, however, inconsistent with hypothesis GUJARATI (because stress does

not fall on the more sonorous vowel /u/).



According to the definition of the hypotheses in (8), the probability assigned to any
particular surface form is given as /-2a if the form is consistent with the deterministic version of
the given hypothesis, and « if the form is inconsistent. (There are two ways for any three-syllable
word to be inconsistent with a given hypothesis. I make the simplifying assumption that the
probability mass of 2a is distributed uniformly between the two possibilities.)

The dataset d can be divided into two subsets: 1) the set of stressed words that are
consistent with £, (e.g., d; = G*(y,) : the stress that actually appears on word y, is the same as the
stress assigned by hypothesis GUJARATI* to word y,) and 2) the set of stressed words that are

inconsistent with 4. Equation (A.9) can then be rewritten as

. a H(l— 2a)
P(GUJARATI " 1d) 14,26y, 114,267y,

P(PENULT® | d) l_[a l_[(l—Zoc)
[d;=P(y)ld; =P(y;)]

(A.10)

The number of members of the set {d;, = G*(y,)} can be extracted from Table 1 as the
total number of 3-syllable forms that are consistent with GUJARATI*, and is denoted by G*. All
other 3-syllable words are inconsistent with GUJARATI*, and so the size of the set {d; # G*(y,)}
can be given as T - G*. The size of the remaining two sets of forms can be calculated similarly as

P and T — P, respectively.

P(GUIARATI 1 d) _ #f p(d |GUJARATI ",y ) g0y Al
p(PENULT |d)  # p(d |PENULT ,y)  ""™(1$2")" ’




Derivation of Maximum Likelihood a under GUJARATI**:

From Bayes' Theorem (Equation A.1), and the definition of hypotheses in (8), the posterior

probability of hypothesis GUJARATI* can be given by
P(GUJARATI “1d) =" % (1-2a)° p(d)

Define L=a""% (1-2a)° p(d), and take the derivative with respect to a:

J . T-G -2G
— p(GUJARATI “ | d) = L+
da a,, 1-2a,,

Setting this quantity equal to zero will give the locations of the optima of the posterior
probability:

T-G° 2G°
1-2a

M

T-G -2Ta,, =0

(A.12)

(A.13)

(A.14)

(A.15)

Solving for a gives the maximum likehood value (the value that maximizes the probability of the

observed data)

(A.16)



Derivation of Equation (10):

Here we consider the case of two hypotheses: H,”, H, where i data points are consistent with H,
and inconsistent with H;, j data points are consistent with H; and inconsistent with H,, n data
points are consistent with both hypotheses, and a data points are consistent with neither
hypothesis. Substituting the following values into Equation (A.11): G* =i+n,P=j+n,T =
i+j+n+a, gives

p(Hl(xld) ~ aT—(i+n)(1_2a)i+n _aj+a(1_2a)[+n

= . . . . A.17
p(HJ(x | d) aT—(j+n)(1 _ 2a)/+n a1+a (1 _ 2a)/+n ( )
Collecting terms,
Jyd(1_ i1_ n
_aa (1 2a)'(1 2a) (AI8)
a'a‘(1-2a)’(1-2a)"
i _ i
_ed-20) (A.19)
a'(l-2a)’
_2a)"
= % (A20)
o
Further, since i-j = 1,
p(H{ 1d) _(1-2a) A2

pHld) «



Derivation of Equation (12):

The Optimal Bayes’ Classifier is given as:

plc, 1dy)="Y plc, |H,y,)p(H,1d) (A22)

Expanding the sum over the three hypotheses under consideration gives
plc, 1d,y,)=p(c, |H,y ) p(H] |d) + p(c, |H} .y, ) p(H7 |d) (A23)

+plc, |H{ .y )p(H{ 1d)
The two hypothesis example of Equation (11/A.21) is extended to the three hypothesis space,

such that the relationship between H, and each of the other two hypotheses is maintained: i-j = i-

k=1.
p(Hl." ld) :(1#2 ) and p(H; Id)=(1—2a) (A24)
p(H,d) pH{1d)
Re-writing all posteriors on hypotheses in terms of p(H;" 1d) gives
a o (24 o (o4
pc, 1d,y)=p(c, |H;,y )p(H; 1d)+ p(c, | H ,yx)mp(Hi ld) (A.25)

(04 a (04
+p(c,, VH,y.)—— p(H} |d)
1-2a

Consider the hypothesis space of GUJARATI*", GUJARATI® and PENULT* (H/*= GUJARATI*", H =
GUJARATI”, and H," = PENULT"), and the case of words of the type (3, M, {o,M}) (e.g.,
/pantfotar/). H assigns posterior probability /-2a to classification c, (stress on initial:
[p3ntfotar]). For H and H,* (which both predict [pantf6tar] with the highest probability,
stressing the penultimate syllable which coincides with the highest sonority vowel), each assign

the small probability of inconsistency, a, to outcome c,. Taken together,



o o

ples1d,y,) = (A= 20)P(H |d) + oo PUH] |d) + o

P(H |d)  (A26)

The derivation is similar for Equation (A.27). Substituting the probability of classification in c,,
H/" assigns posterior probability a to the c, classification of y . H* and H,”* each assign
probability /-2a:

a a
P(H! |d)+(@-2
12 D@ 1)+ A-20) 7 —~

ple,ld,y,) = (@)P(H] |d) + (1-20) P(H |d) (A.27)

The ratio between the posteriors for the two stress assignments is given by

04 a
1-2a)p(H? |d H{ \d Hi 1d
pleld.y,) _ (1-20)p(H; )+a1_2ap( ’ )+a1_2ap( D (A28)
Py (o) p(HE 1d) + (1= 2a)— % p(HE 1d)+ (1= 20)— % p(H" 1d)
1-2a 1-2a
Factoring out the p(H;" |d) term and simplifying gives
"2 o # oy
pleldy,) _ (A" 2#) 1" 2# 1" 2# (A.29)
p(CZ ld’yx) 3#

Collecting terms,

pleyldiy,) _ (1" 2#) + 242
e ldy,) 3#1" 2#)

(A 30)

ple,ld,y,) 60’ —4a+1
ple,ld,y,)  3a(l-2a)

(A31)

The behavior of this ratio for different values of a, in the region where a < .33, is plotted in
Figure 1. The ratio is infinite for a = 0. The gang-up phenomenon, where H; and H, collude to
move stress away from the position preferred by H,, may be seen to have an appreciable effect
(where the posterior probability ratio in Equation (A.31) is (barely) less than 1) in the region .25
< a < .33. However, this range of values for a is probably unrealistically high for a measure of

irregularity, since .33 corresponds to chance-level stress assignment for 3-syllable words.



Derivation of Definition (15) and Equation (16)

Once again we consider the case of two hypotheses: H”, H, where i data points are consistent
with H; and inconsistent with H}, j data points are consistent with H; and inconsistent with H,, n
data points are consistent with both hypotheses, and a data points are consistent with neither
hypothesis. The null hypothesis, NULL(i/j), is added to the space as well, such that now we
consider the competition between H“ and NULL(i/j)“. The posterior probability NULL(i/j)* assigns
to a given data point is calculated by allotting equal probability to the outcome assigned by H”
and the outcome assigned by H/".

p(c INULLG/ j)*,y,) = w,p(c |H ,y,) +w,p(c 1H,y,) (A.32)

Where w,=w,= .5, and p(clH",y,) is defined as

1-2a c¢=H/(y,)

p(clHY,y,)= { . (A33)
o otherwise

The input data can be partitioned into two classes, and within each class, into three possible
stress assignments. The first class is the one in which the two hypotheses, H; and H,, agree in

their assignment of stress, and the second class is the one in which they disagree.

(I) Agree (i=j):

pe = H(y) = H,() INULLGLIY 7,) = (A 200 + (A~ 20) =1~ 2a

) 1 1
pc” H(y)&c" H;(y,)INULL(i/ j) ,yx)=(5)(#)+(5)(#)=#

1 1
ple=H(y,)&c=H(y,)INULL(i/ j)".,y,) = (5)(05) + (E)(OC) =a
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(II) Disagree (i#)):
) 1 1 1$#
plc=H(y)&c" H,;(y,) INULLG/ j)* ,y,) = (5)(1$ 2#) + 5)#) = %
1 1 1-
plc=H;(y,)&c=H/(y,) INULL(i/ )" ,y,) = () + (A= 20) = Ta

1 1
ple=H(y,)&c=H(y,)INULLG/j)",y,) = D)+ G)a) = a

Combining (I) and (IT) gives the “Null” Hypothesis defined in (15). In turn, the competition

between a single-grammar hypothesis and the Null can be computed as

p(H! |d) _ a™(1-2a)" (A34)
(NULLG/j)“ 1d) -, . '
p J (T) (1-2a)a
Simplifying and collecting terms,
" j(l#zn)i+n (A 35)

Q)T Ias2"y

- 4?1(1_2?)1 ‘ (A 36)
O A-a)d-a)
2
_ i L}' 1‘20‘]l (A37)
l-al|l-a

For the case of GUJARATI** and GUJARATI” under L,,;: G* = i+n = 370; G = j+n=358; n = 238.

_ 2252[ a ]12"[1- 2a
l1-a 1-a

132

(A.38)

With a=./4 (maximum likelihood under GUJARATI*"), the posterior probability ratio is calculated
to be 1.89 X 107,

Equation (A.37) is plotted as a function of i-j in Fig. 2. The quantities i and a are kept
constant, and # is varied in step with j (in order to keep 7 constant). In order to maximize the

posterior value of GUJARATI**, the maximum likelihood estimate of a relative to GUJARATI*" is
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used, and recomputed at each value of i. Fig 2 shows the log of the probability ratio as a
function of i-j. The probability of hypothesis GUJARATI** exceeds that of the null hypothesis for
the first time at i — j = 92 (giving a ratio of i:;j=132:40). The null hypothesis is rejected in the
upper right quadrant of Figure 2, bounded by the two dashed lines. This area corresponds to the
set of lexicons in which GUJARATI* covers over three times as much unambiguous data as

GUJARATI.
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Derivation of Maximum Likelihood a with respect to NULL(i/j)“:

From the definition in (15), and Bayes’ Theorem,

P(NULL(G/ ))")

A 39
) ) (A.39)

p(NULLG 1 j)*1d) = (I_Ta)”-" (1-2a)"a“(

Finding the value for the parameter o that maximizes this quantity involves finding the value for

which the derivative with respect to a is zero.

L pvuLL /) = e “M)'*J(l—zaMraMa(%)ho (A40)
Defining L = (.=%40yi(1 - 201, Yrer, “(PNUELEID )y i
2 p(d)
i+ )
22 LY (A41)
l-a, 1-2a,, a,,
2
Simplifying,

“Urh__2n A g (A42)
l-a,, 1-2¢, «a,

-a,, (j+i)(1-2a,)-2n(a, )1-a,)+al-a,)1-2c,)=0 (A43)

Expanding the sums:
—a,, (j+i)+2a,,(j+i)-2na,, +2na,, +a(l-3a, +2a;,)=0 (A44)
"wCn+2a+2(j+i)#" ,(jrD)+2n+3a)+a=0 (AA45)

Finally, solving for a,,;

n

ML

_((j+i)+2n+3a)i\/(j+i+2n+3a)2#4a(2n+2a+2(j+i)
2Q2n+2a+2(j+1))

(A 46)

Under L, the minimal uniform lexicon: i=132, j=120, n=238, and a=22, a,, =.029.
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Derivation of Definition (17) and The Maximum Likelihood ‘Prior’:

As above, for the derivation of Definition (15), we consider the case of two hypotheses: H, H,
where i data points are consistent with H; and inconsistent with H,, j data points are consistent
with H; and inconsistent with H,, n data points are consistent with both hypotheses, and a data
points are consistent with neither hypothesis. The maximum likelihood combination hypothesis,
MAXx(i/j)’, is formulated in the same way as the previously derived null hypothesis, except now
the weights are fit from the data, and may take on different values, with the stipulation that w, +
w,=1.

plc IMAX G/ j)7,y,) =wp(c | H],y.)+w,p(cH],y,) (AA47)
P(clH/y,) remains as defined in Equation (A.33).

The input data can be partitioned into two classes, and within each class, into three
possible stress assignments. The first class is the class in which the two hypotheses, H; and H,
agree in their assignment of stress, and the second class is the one in which they disagree.

(I) Agree (i=j):

plc = H(y,) = H,;(y) IMAXG/j) ,y,) = wi(1#2" )+ w,(1#2" ) = (w, + w,)(1#2" ) = 1#2"
ple=H(y,)&c=H(y,)IMAX/))°,y,) =w(0)+w,(0)=0
plc" Hy(y) &c" H,(y) | MAX (/1)) ,y,) = w,#) +w,#)=#

(IT) Disagree (i#)):

plc=H,(y)&c= H,(y,) | MAX G /) ,y.)=w,(1-20) +w,(0)=w, + (W, =2w,)0
plc=H,(y,) &c=H,(y)IMAXG1)7,y,)=w(0)+w,(1-20)=w, +(w, - 2w,)0
ple=H(y,)&c=H (y,)IMAXG/j)7,y,) = w,(0) + w,(0) =0

Combining (I) and (IT) gives the definition of MAXx(i/j)” in (17).
The three parameters w,, w,, and o are fit from the observed data so as to maximize the

posterior probability of MAx(i/j)°. Using Bayes' Theorem,



p(d IMAX (i1 ))°) % (1-20)" 0" (W, +(w, —2w)0) (W, + (W, —2w,)0)’

14

(A 48)

This probability is maximized over the data when the derivatives with respect to each free

parameter are at zero. Define: L =(1-20)"0"“(w, + (w, — 2w1)(7)"(w2 +(w, - 2w2)0)j

J ) o i(1-20) jo
p(dIMAXG1))") =[ L+
ow, (w, +(w,-2w,))o (w,+(w, =2w,)0)

J o io J-20)
p(dIMAXG/)7) =] L+
) w, +(w, -2w))o (w, +(w, =2w,)0)

Combining (A.49) and (A.50),

i(l1-20) jo io j(-20)

1+ =[ I+

]
(w1 + (w2 - 2w1)a (w2 + (w1 - 2w2)o) (w1 + (w2 - 2w1)0 (w2 + (w1 - 2w2)0)

i(1-30) - j(1-30)
(W, +(wy =2w)0 (W, + (W, —=2w,)0)

i(1-30)(w, + (W, =2w,)0) = j(1-30)(w, + (W, = 2w,)O
(i =50i + 60°)w, - (3071 — Gi)w, = (j = 5jo + 607 j)w, + (jo - 30" j)w,
With the condition w, + w,= 1 we derive

_J=Gj+Do+(6)+3D)0°
> i—(5i+ j)o+ (6i+3))0>

w,=1-w,

(A49)

(A.50)

1 (AS])

(A52)

(A.53)

(A.54)

(AS5)

It turns out to be difficult to solve for the maximum likelihood value of ¢ analytically, but we

can get a numerical estimate for the value of this parameter by examining the behavior of the

posterior probability as a function of o. This curve is maximized, under L,,;, , for values of 0 ~

029 (very close to the maximum likelihood inconsistency term calculated for the NULL(i/j)*

Hypothesis). Plugging in this value for 0, we can compute the maximum likelihood estimates

for w, and w,.

For the case of H=GUJARATI* and H=GUJARATI under L,,,;: i=132, j=120,n=238, and

a=22:
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(i) o0=.029
(i) w, =53
(i) w,= 47

Taking the ratio of the posteriors of the two competing hypotheses:

p(HEd) a’ (1=20)""

. = . . (A.56)
p(MAX(i/ ) 1d) (1-20)"0“(w, +(w,=2w,)0)" (W, +(w, =2w,)0)’

Plugging in the calculated maximum likelihood values for all parameters (recall a,,=./4 with
respect to GUJARATI*"), we calculate the following posterior probability ratio

P(GUJARATI® | d)
P(MAX (G 1G)° | d)

~8.44 x107° (A57)

The first thing to note is that GUJARATI*” cannot do better than MAx(i/j)’, which always sets its
weights so as to maximize the likelihood of the training data. The best it can do is tie, when
w,=1 and w,=0 (j=0; o,,= a,,= a/2T). The only thing that could change this outcome is a bias
against the MAX(i/j)°’ hypothesis. This bias would be expressed in a prior probability distribution

that favors the simpler GUJARATI*” hypothesis.
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Derivation of Information Theoretic Prior

The total description length for a string (or set of data) d and a particular hypothesis H is given
by the following general formula for two-part coding.

L(d,H)=L(d|H)+ L(H) (A.58)
The relation of (A.58) to Bayes’ Theorem becomes clear when we introduce the fundamental
transformation from probability to optimal code length given by

L(x) =-logP(x) (A.59)

Intuitively, Equation (A.59) calls for assigning shorter length codes to higher probability
symbols x which, on average, will minimize the code length for a string, d, of symbols drawn
from distribution P(x). For a binary alphabet, the logarithm is taken to be base 2. Re-writing
Bayes’ Theorem in the following way, p(H,d) = p(d | H) p(H) , taking the negative logarithm
and applying Equation (A.59), returns Equation (A.58). The close relationship of the Bayesian
and the information-theoretic formulations lends itself to the possibility of conceptualizing the
prior probabilities over the hypothesis space as determined by the coding length of those
hypotheses, in other words, their complexity. Under this transformation, L(H) corresponds to —
log, p(H) which means that p(H) corresponds to 2™,

In order to apply this metric to the problem at hand, let’s consider the way in which
(deterministic) hypothesis GUJARATI* assigns stress. The grammar responsible for the GUJARATI*
output can be thought of as implementing a decision tree over underlying input forms something
like that depicted in Figure A.1'. In order to specify the correct stress on a particular word
according to hypothesis GUJARATI* there are six possibilities (five nodes) to consider: 1) a word

with /3/ in penultimate position, 2) a word with /a/ in initial (and NOT in penultimate)

"' In keeping with Kiparsky’s conjecture, I have been assuming that GUJARATI* represents a true reversed sonority-hierarchy
language. This entails that the grammar will treat the highest sonority vowels (/a/) as dispreferred stress carriers, even though the
inventory of Gujarati’ actually contains no /a/’s, and thus no evidence to the learner regarding their behavior.
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position, 3) a word with /a/ in final position (and NOT in penultimate or initial), 4) a word with
a mid-sonority vowel in penultimate position (and NOT satisfying any of 1-3), 5) a word with a
mid-sonority vowel in initial position (and satisfying none of 1-4), and 6) a word satisfying none
of 1-5 (either all /a/’s or (a,a,M)). All words can be (most efficiently for the purposes of stress
assignment) expressed by these six categories. For example, the word /moanito/ belongs the
class of words with /o/ in initial and NOT in penultimate position. Given an encoding that
specifies the vowel types and their positions, the GUJARATI* grammar, instantiating the algorithm

in Figure A.1, will assign initial stress to this word.

istherea /a/in
penult?

stress final

is there a [i,e,€,0,0,u] in
penult?

stress
is there a [i,e,9,0,0,u] in
initial?

/ \
stress penult stress initial

Figure A.1

GUJARATI* Hypothesis represented as a decision tree based on vowel type and position

A decision tree (7) of the type depicted in Fig. A.1 is a representation of a grammar, or
hypothesis, and must itself be encoded by the listener. This encoding incurs a cost, or requires a
length, which I will estimate using the binary coding scheme given in Rissanen (1989: section

7.2).
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(A.60)

(kT +m, — 2)
L(T) =log

T

Equation (A.60) provides a measure of how much the grammar compresses its input — or how
many classes it must keep track of to produce the correct output — which is a function of k,, the
number of internal nodes of the tree, and m,, the number of leaf nodes. For a series of decisions,
based on querying for a series of features at a series of internal nodes as described above, there
will be a particular outcome at a particular leaf node. For the GUJARATI* grammar, k;,=5
(corresponding to the relevant questions about vowel identity depicted in Figure A.1), and m,=6
(corresponding to the possible stress decisions resulting from the answers to each of those
questions).

The Non-Deterministic hypotheses additionally require the estimation of at least one
inconsistency parameter (o or ). In general, for a hypothesis class consisting of a set of g free
parameters (6), the two-part coding scheme in (A.58) is expanded to include the cost of
estimating those parameters, as well as the length needed to encode the precision of each

parameter. Asymptotically, for long strings of training data (large n; d={x,,.. x,}) where precision

can be ignored, the optimal code length for the maximum likelihood estimated parameters (é)

approaches Equation (A.61) (Rissanen 1989: section 3.1).
o9
L(O) = Elog n (A.61)

Since we are only interested here in computing the length associated with the hypotheses
themselves (the prior probability term), we will focus on the second term of Equation (A.58).

Combining the length terms for the tree structure (7) and the estimated parameters () gives us:

L(H) = L(T) + L(8) (A.62)
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For hypothesis GUJARATI*“, with a single parameter o (¢ = 1), using our standard data sample of
n=>512 words, the coding length can be written as

. k. +m.-2 1
L(GUJARATI“)=log( - )

9 1
+ Elogn = log(s) + Elog(512) (A.63)

T
Hypothesis (17), the mixture hypothesis with fitted weights (MAx(G*/G)?), employs the same
kind of stress assignment strategy for the observed data as that seen in Fig. A.1, where the
categories of position and vowel sonority are used to classify the words in the input stream.
Additionally, the combination hypothesis in (17) makes use of the parameters w,, and w,, which
must be fit from the training data (since w,= I- w,, a total of only (g=) two parameters must
actually be calculated (w, and 0)). Finally, the way Hypothesis (17) is stated, the grammar
consists of trees for both GUJARATI* and GUJARATI, doubling the length of the hypothesis tree.

The total coding length of the MAX(G*/G)” hypothesis under this scheme can be given by
. 21
L(MAX(G 1G)’) = log(lo) +1og(512) (A.64)

To compare the posterior probabilities of GUJARATI*“ and MAX(G*/G)’, we now convert the
hypothesis coding lengths back to probabilities by inverting Equation (A.59).

1

_ ~=L(H) _ A=[LT)+L6)] _
p(H)=2 =2 T HLIHLE)

(A.65)

The ratio of the prior probabilities of GUJARATI** to MAX(G*/G)” is 6.3 x 10*. The competition
between GUJARATI*" and MAX(G*/G)° with the new prior probability ratio, and the likelihood
ratio calculated previously gives

P(GUJARATI “ | d)
p(MAX (G 1G)” |d)

— (8.4%10°°)(6.3x 10*) = 5.3x 10™™ (A .66)

While the description-length prior does shift the outcome of the competition by a few orders of

magnitude, the discrepancy between the likelihood under the two different hypotheses is so large
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that the overall result is largely unaffected. In order for the advantage from its higher prior
probability to balance out the lower probability GUJARATI** assigns to the data, the ratio of the
priors would have to be on the order of 10°. The difference in complexity, or description length,
between the two hypotheses, as we can see, doesn’t come anywhere close to this value’.

Another way to think about the numbers in Equation (A.66) is in terms of competition
thresholds. For the anti-markedness grammar to defeat the mixed-grammar hypothesis the
posterior probability ratio must exceed at least the threshold value of 1. For a constant data
distribution (and thus a constant likelihood ratio), this corresponds to a threshold in the prior
probability ratio (1/(8.4 X 10)=1.3 X 10°°) — one that we have just shown is not met.
Conversely, for a fixed prior probability ratio we can calculate a threshold in terms of the data
distribution.

Imagine a scenario in which we vary j, the amount of evidence unambiguously
supporting hypothesis GUJARATI (while keeping other quantities constant, such as the amount of
evidence i, unambiguously supporting hypothesis GUJARATI*. Under the uniform prior the data
threshold is infinite; for no value of j will GUJARATI* ever beat MAX(G*/G)°. But for other prior
probability distributions we can calculate finite thresholds in i:j. For the Bayesian learner to
select the pure anti-markedness grammar there must be more data that are consistent with that
hypothesis than with its competitors. But exactly how much more is enough to tip the balance
(that is, make a significant difference for the grammar competition) will depend on the behavior

of the posterior probability ratio.

% There is at least one caveat related to the calculation of this information-theoretic prior; the value may depend on the particular
coding scheme used. In practice, a code length exactly equal to the negative log of the probability of a particular symbol may be
unattainable, and the relationship in Equation (A.59) becomes an approximation which may be better in some cases than others.
Due to this limitation, it is not clear how much the exact magnitude of a result obtained with this method can be relied upon (for a
brief discussion of this issue see, for example, Brent (1999).) However, we can see that, due to the extremely large numbers
involved, small adjustments are unlikely to significantly affect the result.
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Let us consider various possible data thresholds, and the prior probability ratios necessary
to produce them. When there are 128 words which are consistent only with GUJARATI*, and only
4 words which are consistent only with GUJARATI (i:j=33:1), p(GUJARATI*) has to be only slightly
higher than p(MAX(G*/G)?) (approximately 1.03 times). To move the difference three points
lower, to 125 and 7 (i:j=18.9:1), the prior probability of GUJARATI** must be about three times
that of MAX(G*/G)°. However, to move the threshold to i:j=5:1, the prior probability ratio must
be as large as 1.7 X 10*. To move the threshold to i:;j=1.5:1, a prior probability ratio of 7.34 X
10*is necessary. And so on.

Using the minimum description length principle employed above, and under the minimal
lexicon uniformity hypothesis where n=512 words, the prior probability ratio (the contribution
from encoding the length of the hypotheses) is 6.3 X 10*, as given in Equation (A.66). This
moves the threshold to i-j=114, j=18,i:j=7:1. In order to reject a mixed hypothesis where both
sonority hierarchies are maintained, GUJARATI* must account for about seven times more

unambiguous data than GUJARATY .

? An alternative to this approach is to imagine all grammars as potential mixtures, and to stipulate a prior probability distribution
over the possible weight values. Each grammar in this view is equally complex, but certain weight combinations may be more
likely than others (such as the ‘simple’ 0/100% distribution over weights). Conceptually this seems at least as reasonable as the
current approach. We are still left, however, with the problem of determining the prior probability distribution over the weights.
In order to assess the outcome of learning in the absence of any influence of UG, this needs to be done in a manner which is
independent of the linguistic problem at hand.
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Calculations for a Neyman-Pearson Learning Algorithm

The linguistic input under consideration represents categorical data (stress is either in position c,
or not). The standard statistical test available in this case is the y” test of independence (e.g.,
Rice (1995)). With this method we have a more limited range of testable hypotheses than for the
Bayesian learner. Available for investigation are a number of simple relationships: whether there
is a significant correlation between stress and position, or between stress and sonority, pitted
against the corresponding null hypotheses: namely, that the two factors in each case are
independent.

For the sonority-sensitive stress hypothesis, the observed 2 X 2 matrix of counts (stress
X sonority) is given in Table A.1 (3-syllable words only). For each stressed vowel in a three-
syllable word, there are two vowels that remain unstressed. Thus, for a lexicon consisting of all
possible 512 three-syllable types, there are a total of 3X512=1536 vowels to consider as possible
carriers of stress.

Table A.1. Observed Counts for the ) 2 test of independence between stress and sonority

OBSERVED | 10w sonority (2) | high sonority total counts
(i,e,6,0,9,u)
stressed n, =176 n, , =336 | ng=512
unstressed nu_I =208 nu_ , =816 | n,=1024
total counts | 71, = 384 n, =1152 | n, =1536

According to the null hypothesis in which sonority (vowel identity) and stress are
independent, the expected counts for each cell are given by multiplying the marginal
probabilities: the probability that any given vowel in a word will receive stress, and the
probability that any given vowel will be low or high sonority. Since /a/’s from an assumed
uniform lexicon of Gujarati have converted to /3/°s via our hypothetical sound change, /3/’s are

more likely than they would otherwise be: occurring 25% (rather than 12.5%) of the time. Since
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only one vowel of a three-syllable word receives stress, the uniform probability of being stressed

is 33%". Based on these numbers, the expected counts are given in Table A 2.

Table A.2: Expected Counts under uniformity and independence assumptions
EXPECTED | low sonority () | high sonority total counts
(i,e€00u)

stressed 128 384 512
unstressed 256 768 1024
total counts | 384 1152 1536

According to the y° test statistic given in Equation (A.67) (where O, and E, are, respectively, the
observed and expected counts for cell i), we should strongly reject the null hypothesis (This is a
y’ distribution with 1 degree of freedom, corresponding to the one independent variable of vowel

sonority).
(0,' - E,’)z

The learner who rejects the hypothesis of independence using the y* metric bases this decision on
a significance level that in turn derives from the total amount of data seen. In the formulation of
the problem so far, we have not been particularly concerned with the absolute size of the lexicon.
Instead, a stand-in of Id,,,/=512 tokens has been used in order to provide the learner with all
possible relevant types. But for the Neyman-Pearson learner the lexicon is treated as the
statistical sample, and so the size of that lexicon will strongly affect the outcome of learning.

For a constant level of departure from independence, a larger sample will have a smaller
acceptance region than a smaller one (this has been repeatedly noted in the statistical literature,

from Fisher on (e.g., Fisher (1958)). This means, that for large samples you are more likely to

* Stress and position are clearly correlated, with penultimate stress being much more frequent than either initial or final. In
ignoring this dependence we are folding the effects of the preference for penultimate position into our computation of sonority
preference.
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reject the null hypothesis; any difference observed will be more likely to count as a significant
difference.

To illustrate this effect, consider the general case of a two-by-two table of conditional
probabilities. By assumption, the observed counts O, for any cell i in the 2x2 counts table are
given as a fixed percentage of the lexicon (or sample) size N: O, = "N . This is true under the
hypothesis that all historic /a/’s have converted to /3/°s, and all word types are equally frequent.
Given that all word types (all vowel combinations) are represented in the smallest sample N=T, a
sample of size N=ST will show the same distribution of word types per cell, scaled up by the
factor S (where S takes on an integer value, and the sample adheres to the uniform lexicon
hypothesis).

The expected counts E. are calculated via the marginal probabilities which are also
invariant under the two assumptions above, scaling linearly with N: E, =N .

(1) E,="N

i) O=7N

For a sample of size N=T, given (i) and (ii),

-3 ©-E Sy <y,T 2 1y (A68)
Which can be re-written as
E (Y, ﬁ ) T TE (Vi ;J)ﬁ,) (A.69)

For sample 2 of size N=ST, where § is an integer value, and the proportions are preserved for all

cells, the x* metric is given by

2 _ (Oi - Ei)2 — (ViST_ﬁiST)Z
Xir =, £ E—ﬁi o (A70)

i
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Which, in turn, can be written as

2
-3 UST=BSD (y.ST - B.ST)* -3 BT (v, = B)’(ST) _sTY i=B)" (A1)
,- B.ST B.ST ;
Re-writing )3, in term of X7,
2 2
Xst =SXr (A.72)

A given acceptance region for sample 1 (N=T) corresponds to a given allowable amount of
deviation of counts from expectation, which in turn corresponds to a maximum value for the y;
statistic. For the same proportion of deviation, sample 2 will return a higher value for the test
statistic, by a factor of S, than sample 1. This corresponds to a lower tolerance for deviation

since the faster the test statistic grows, the smaller the acceptance region.



