Notes from 8 April 2004

Announcements: 

Ben Munson, of the University of Minnesota, will be giving a talk in Oxley 24 at 2:30 on Friday.

The second half of the discussion for topic 1 is now online.  Na’im asked a question via e-mail about the last class:

----- Forwarded message from Na'im Tyson <ntyson@ling.ohio-state.edu> -----

From: Na'im Tyson <ntyson@ling.ohio-state.edu>

To: mbeckman@ling.osu.edu

Subject: Sampling

Date: Wed, 7 Apr 2004 11:20:28 -0400

Mary,

Yesterday in class, you mentioned how it seemed silly to compute the 

mean of a sample for these duality tests and assume that the 

distribution was normal.  I am at odds with this explanation because 

according to The Central Limit Theorem, even when the distribution of 

a population is not normal, it's sampling distribution would be close 

to normal, thereby justifying taking means, standard deviations, etc.

When you have time, please let me know if my explanation makes sense to you.

Na'im

----- End forwarded message -----

To give an application of the Central Limit Theorem, Mary used the example of a fair die.  If you roll it once, you will get a 1, 2, 3, 4, 5, or 6 with equal probability.  That means that if you roll the die twelve hundred times, the distribution should be flat: 200 times you get a 1, two hundred times you get a 2, etc.  If you take two fair dice and roll them, and take the average of the values that come up, now you have more than 6 possible outcomes.  For example, there are twice as many ways to have a mean of 1.5 as compared to a mean of 1 (i.e., the only way to have a mean of 1 is for both rolls to be a 1; in order to have a mean of 1.5, you could roll a 1 then a 2, or a 2 then a 1).  As you increase the number of dice rolled, the probability of having an extreme mean value (i.e., 1 or 6) decreases drastically, while the probability of having a central mean value (i.e., 3) increases drastically.  Gradually, as you increase the number of rolls, the sample size increases, and the means become more normally distributed.

Our semantic relatedness scale is the analog of a 5-sided die (rather than the 6-sided one described above).  As above, if the chances of having a score of 1, 2, etc., are equal (i.e., if we have a fair die), then we should get a normal distribution.  Therefore, Na’im wondered why it is inappropriate to assume that the data are normally distributed.  Answer: we’re not dealing with a “fair die.”

So what if it's not fair?  Why would it matter if the center of the distribution were at, say, 5 and not 3?  If the scale were infinitely long, that would be fine; the center could be anywhere.  But we don’t have an infinite scale: ours is bounded by our endpoints, 1 and 5.  If the true mean is close to one of the endpoints (since more than 5 or less than 1 are not possible), then the means can't possibly be normally distributed.  This is also a problem with percentages, by their very nature, since we can't have more than 100% or less than 0%.

Mary also points out that we have the same problem in measuring duration.  For example, if we have the hypothesis that the length of the interval between the release of a stop and the onset of periodic voicing in the following vowel is different in one class of consonants as compared to another class of consonants, we can’t assume a normal distribution of durations, because the ones with shorter VOT's can't have negative values.  That is, they are bounded by a duration of 0 and would be more likely to have a gamma distribution.

Logistics:

She's got a Web CT account for this class.  Should we use it for discussion?  Kathleen and Ilana say 'no,' it would be too much work for Mary if we just use it for e-mail discussion, so we'll just create an email alias.

As for the recorders, Mary acknowledges the difficulty of coordinating larger groups and asks if people are interested in working individually.  Na’im and Eunjong will take topics 2 and 3, working individually; Ila and Ilana will cover topics 4 and 5 as a pair, where Ila is the primary recorder for topic 4 and Ilana the primary recorder for topic 5.

Homework discussion:

Homeworks (Lab 1) were handed back.  Mary opened up R so that we could look at the graphs as a group.

We learned the following new commands:

To have a second graph appear, we used:

par(mfrow=c(2,2))  

where c stands for 'vector,' so c(1,5) is a vector from 1 to 5, and mfrow reads the graphs into rows in a 2 by 2 array (in the above command).  The command mfcol reads the graphs in by column.

In order to use both data sets at once, read the second one into data2.

Also, when she uses lty=2, it means 'line type 2' which is a dotted line.

We created two graphs at a time, which for each variable were the graphs corresponding to the data from the original Beckman and Pierrehumbert study and the data from our study, respectively.

First we graphed the semantic relatedness values.  The difference of scatter between our data and the previous data is due to the fact that our means are taken over 4 values, whereas the previous means were taken over 18 or 21 values.  So ours is closer to a flat distribution because our sample size is so much smaller.  What's interesting is that, despite the difference in scatter, we get the same number of points in the right quadrant of the graph (by which we mean the area below the x = y line).

That we couldn't manipulate both axes shows that there's something further to the claim of duality of patterning – that is, we could pull the graph in on the left for the semantic values and down from the top for the phonological ones, but could not maintain the same scale both axes at the same time.

Then we graphed the first, categorical phonological similarity measure.

If duality of priming is functional, we expect to see more than 50% of the stimuli sharing at least one phoneme, and therefore the majority of points should be above the line.

Interestingly, in the previous data, we had many points where even in the responses to phonologically related pairs, there were no phonemes in common and in the responses to the semantically related pairs of stimuli, there were phonemes in common.

Why are we getting this scatter along the x axis?  Why are we getting any phonemes in common for the semantic associates?  If you have two English words, what is the likelihood that they have at least one phoneme in common?  Kathleen notes that it would depend on the length of the words.  Ilana notes that it would depend on how many phonemes you judge English to have.  

Take the example 'sofa' /sofx/ and compare it to a word like ‘boils’ /bOlz/.  If you have another word that is 4 phonemes long, is the likelihood that the third word would have a phoneme in common with 'sofa' the same as, greater than, or less than the likelihood that it will have one in common with 'boils'?

Kathleen notes that the frequency of the phonemes is important.  So schwa is more frequent than the diphthong [O], so it is more likely to share a phoneme with 'sofa' than with 'boils.'

To address the question of phoneme frequency, Mary greps in HML for 'O.* ' in pronread.txt, using the command |wc -1 to get the number of lines listed, and finds that there are 167 entries with O.  Then she does the same for x (schwa), which yields a frequency count of 6098.  Therefore, there is a greater chance that our third word will have its vowel in common with ‘sofa’ than with ‘boils.’

This partly explains why there is so much scatter along the x axis, because the chances of matching one phoneme are pretty good, just at chance, even with semantically associated stimuli.

Our graph of this variable is somewhat difficult to read because there are so many overlapping points.  So Mary compares the values for the semantic and phonological associates by subtracting the values of one from the other.  We saw that there were 6 cases where the values were the same for the two types of stimuli; 3 cases where there were actually more phonological matches in the semantic associates condition, and 14 where there were more phonological matches in the phonological associates condition.

Mary suspects that a Wilcoxen test would reveal that this is actually significant.  Eunjong and Na'im both performed a Wilcoxen test in their labs.  Eunjong used R.  She went to help.search("wilcoxon"), and it showed the possible help topics; then she used help(wilcox.test) to locate the actual statistical commands.

There are several ways to set up the data to be read into the Wilcoxon test; here’s one that worked:

>wilcox.test(data2[,3],data2[,9],alternative="greater",paired=TRUE)

This yielded the answer V=139.5, p-value: 0.001319.  Note that when we accidentally misspelled “alternative,” the program accepted the command but ignored that value, which meant that the default was used, which is 'two-sided,' so the V value was the same, but the p value was twice as large.

Mary explains that the Wilcoxon works by taking pairs of datapoints and ranking their deviation from equality, and seeing whether the bigger differences fall on one side or the other.  If all but a few fall to one side, and especially if they fall even farther to one side, then your chance of getting this pattern is very small, and therefore the results may be significant.  

Next we graphed the second phonological relatedness value.  We correctly predicted that these points would be clustered close to the origin, at 0, not near the maximum of 5, which would only be possible if all the responses had been homophones of or contained the original stimuls.

We're getting a finer-grained measure of phonological similiary with the second measure, because the probability of two words sharing one phoneme by chance is greater than the probability of them sharing two words by chance, etc., etc.  

Finally, we looked at the graphs of the third phonological similarity measure.  These tell us that even though on the lemma side we see languages with free word order, we don't see languages that have free phoneme order on the lexeme side.  It's okay to scramble semantic syntax but not phonetic syntax.

Mary asks why these graphs are better than the previous phonological measurements.  Kathleen responds that neighborhoods are arranged according to mulitiple segments: order is important, especially when you consider the fact that the symbols used by phonologists may not in fact be phonetically similar when they appear in different parts of the words.  For example, infants are more likely to assimilate “cat” and “pat” as being phonologically related before they assimilate “cat” and “tack,” which actually have the exact same phonemes.

Brief discussion:

Why do we have duality of patterning?  Why should the mental lexicon be organized in this way?  

Mary makes the analogy with two kinds of slips of the tongue:

1. Those where semantic neighbors both get activated and switch places.

Example (from Helen): 'I could look at paragraphs that are final to their sentences' (where she has switched “paragraphs” and “sentences”)

2. Those where phonological neighbors get activated and exchanged.

Example (typical Spoonerism): ‘queer old dean’ (for ‘dear old queen’)

Mary points out (a la Gary Dell) that these slips of the tongue are not equally frequent: slips that are both semantic AND phonological are more likely than those that are just one or the other.  For example, “cat” will be substitued for “rat” more often than “cat” will be substituted for either “dog” or “mat.”

Dell uses this evidence as a justification for we need to posit word nodes intervening between semantic feature clusters and phonological feature clusters.

When we look at Dell’s labial data (see p. 11 of the paper), we see that this cannot be accounted for as a single layer of associations, because we want both 1s and 0s to activate 1s, and both 1s and 0s to activate 0s: so we need a hidden layer because we need 1s and 0s from more than one layer to work together to predict the pattern of 1 and 0 in the output.

Mary notes that the form/meaning distinction is comparable.  Dell’s “mother / father / etc.” show the same arbitrary kind of relationship as the previously mentioned data.  Because we can’t  go directly from phonological to semantic features, we need to posit intermediate nodes for words. 

The necessity of an intermediate level (word nodes) is not found for animal communication.  Take the example of bees: the number of times the bee gyrates up and down is correlated directly to the distance to the honey source.

In the Beckman and Pierrehumbert article, they point out that the same thing exists between acoustics and articulation.  The acoustics of [p t k] are more similar than the acoustics of [t s], even though t and s are produced at the same point of articulation.

Perhaps because these topics were addressed with little time remaining in the class, we weren’t able to address further questions about this material.  For example, it is not clear to us (Elizabeth and Kathleen) how exactly the intermediate nodes connect the various layers or how additional data would fit in to Figure X.2 in the paper.  

At the end of the class, Mary announced that the paper and exercise for the next topic will be posted online on Friday and Saturday.

