Announcements:

Mary has linked bantam chicken calls from the course webpage.

Homework discussion:

We decided to count different methods of counting number of phonemes as 'noise' in the data rather than remeasuring it due to time constraints and the fact that it will be averaged out (as noted by Ilana).  Mary adds that this 'noise' is similar to the semantic 'noise' that exists given that people judge semantic relatedness differently.  So, in fact, this is an analogous kind of lack of control. This also points out the advantage of having multiple pairs of stimuli and sets of responses (the more the better!).

As for the question of scaling (as detailed in the email exchange above), Mary asked us to consider what would happen if we had different numbers of points on the scale (a two-point scale, for example).  Ilana responded that people would be uncomfortable with the idea that semantic relatedness just existed or didn't (a categorical contrast), there needs to be a scale to reflect gradience.  Mary points out that there are advantages and disadvantages to both a two-point categorical scale and a multi-point scale.

With a two-point scale, we know what the average means: it is a proportion.  For example, if three people rate the target-response pair as semantically related and 1 person rates it as unrelated, the mean is .75.  With a five-point scale, on the other hand, if the mean is 2, we do not know if this represents all four subjects assigning a semantic relatedness value of 2, or if one person gave a 1, three people gave 2's, and one person gave a 3 (among other possibilities).  

The advantage of having a multi-point scale is that you can have finer grained responses with fewer subjects, but its major disadvantage is that we don't know what an average on that scale means, for two reasons.

1. We don't know if the intervals are equal within a subject (i.e. is the difference between 1 and 2 the same as the difference between 2 and 3 for Elizabeth)

2. We don't know if the intervals are equal across subjects (i.e. is the difference between 1 and 2 for Elizabeth the same as the difference between 1 and 2 for Ilana)

In addition to these shortcomings, we also make the assumption that everyone uses the whole scale when using a gradient measure (notes Ilana)

Mary asks if there are other ways we could have judged similarity without using a binary or graded scale.  She gives an example with judging the relative weight of a marker and a computer mouse: we could use units on a scale to compare them (grams/ounces), or we could hold both and judge that one is "3 times heavier" or "1/3 the weight of the other" and these proportions/ratios are unitless.  If given a reference point, it should be possible to make relative judgments rather than absolute judgments.  For example, the reference point in our original experiment could be the pair "tall" vs. "short."  If we assign those words a semantic relatedness value of "1," then we could judge the following pair (for example "friend" vs. "wedding") as being, say, twice as related or 1/2 as related, etc., as the reference pair.  Elizabeth points out that "tall" and "short," while both used to talk about height (and therefore semantically related), are also opposites, and so to some extent not semantically related.  This makes it difficult to judge relative relatedness based on this reference point.  Mary agrees, saying that semantic relatedness is not unidimensional and that it is difficult to use "tall" vs. "short" as a semantic modulus.

The two different ways of measuring relatedness have been referred to as:

1. equal-appearing intervals (scale)

2. magnitude estimation (relative)

Note that magnitude estimation is the method used by, for example, S. S. Stevens in the 1960s in calculating the mel scale.  Also, Ellen Bard and Antonella Sorace have used this for grammaticality judgments -- they argue that simply using a star to mark ungrammaticality is a binary judgment, but that people's intuitions about grammaticality are more gradient.  (See the paper in Language in the 90s.)  Also, Frank Keller has used this type of measurement system in judging the relative felicity of various intonation patterns in Greek.

See the links to the Fullerton website for examples of the two types of measuring systems.

Essentially, the answer to the question of whether it is problematic to compare similarity measures on different scales (e.g., the 7-point scale from the paper or the 5-point scale from class) is no -- there's only really a big difference between a binary (categorical) scale and a gradient one.  However, it is important to realize that we don't know what the average of a gradient scale like the ones we used really means: for example, we cannot run an analysis of variance on this type of data since it is not normally distributed or continuous.

Lexeme vs. lemma:

In the textbox about lexemes and lemmas in the book, there is indeed a typo.  The Brown frwquency for “you” is 3286, not 3287.

Mary then showed us how to look up the Brown frequencies for ourselves in the Cambridge Medical Research Council's (MRC) psycholinguistic database.  This is located on the linguistics server by typing in the ‘dict’ command as in:

dict -W -D | grep ' YOU '

which gives the result:

 3286  YOU 

This is the Kucera and Francis written frequency.  To get other results, just type “dict” and press Enter and scroll up to see other commands.

Note that searching for ‘ EWE ‘ yields a frequency of 1, so the HML total frequency for the lexeme /ju/ is 3287.  The lexeme in the HML is listed under the alphabetically first entry – in this case, ‘ewe.’  Unfortunately, there is 

no way of knowing which words have been combined into a lexeme in the HML: the orthographic members aren't given.  The HML was designed to look at the effects of phonological neighborhood on priming; therefore, it is mostly concerned with lexemes and not lemmas.  There’s a Pisoni article that discusses the creation of the HML which will be put in the extra readings box.

Further clarification about lemma vs. lexeme:

‘You’ and ‘ewe’ have the same lexeme (/ju/), but different lemmas.  However, the variants of ‘you’ such as /ju/, /j^/, and /dj^/ are different lexemes for the same lemma.  Similarly, the lemma <COUCH> is associated with the lexemes /sof^/ and /kautS/.  Mary points out that a picture of a couch can prime BOTH lexemes and even their phonological associates – even when subjects’ verbal identifications of the picture would always be ‘couch.’

Beth asks why some people use frequency and others use familiarity (as in the Beckman and Pierrehumbert article).  Mary explains that they used only lexemes that had maximum familiarity (7).  Also, using frequency as opposed to familiarity depends on what you’re trying to do.  For example, if you're calculating a neighborhood, where you want something that can give you cumulative frequency, then frequency is more useful since no one has familiarity on as fine a grained scale as they do frequency

.  Frequency is the metaphor used for understanding probability

.  Beth points out that familiarity is better with priming, but frequency is better with processes like the lenition process under Bybee’s approach.  Mary also points out that familiarity may not always be correlated with frequency: for example, the word “toothbrush” is likely to be very familiar to most people, as it is encountered a lot especially at a young age, but it has a Brown frequency of zero.

Questions about the lab for Wednesday:

Format for the lab:

Mary would like both the “basic” and the “follow-up” sections of the lab, a total of 8 plots.  Each plot should have square axes and minimized grey area (i.e., by modifying the endpoints of the scale).  For example, the average number of shared phonemes is not likely to be 5 (the maximum) because that would entail every response being a homophone of, an anagram of, or superset of the stimulus word (as in a response of “unusual” to a stimulus of “usual”).  

For the questions, a one- to two-sentence response to each question is sufficient.  In question 2, “source of variability” refers to variability across items.  For example, what makes some pairs better or worse phonological or semantic pairs than others?

Ilana then asks how the phonological stimuli were chosen.  For example, was there a minimum amount of phonological overlap?  Mary refers to the methods section in the paper, which includes the table with example stimuli.  These stimuli are divided into three groups, which Ilana identifies as sharing initial phonemes, final phonemes, or both initial and final phonemes.  In each case, there were 2-4 shared phonemes.

Mary asks, for any two words, what's the likelihood that they'll have a phoneme in common?  What does this depend on?  We should think about this in relation to why they replaced dart/desert with tentative/tennis, etc.

How to embed an R graph into a document:

First of all, to add an x=y line to a graph, type in:

>lines(c(0,2.5),c(0,2.5))

To export the graph as a Mac pict file, Na'im says he just clicked on it and copied it, and it worked if you use “paste special as a picture.”

To get the commands for saving it as a Windows metafile, type:

>help("win.metafile")

See also the Rcommands file on the course materials website.

The reading:

Mary asks why we thought the graphs aren't intuitive.  Kathleen says that people recognized that the relevant contrast is between phonological and semantic factors, and so they wanted to graph the phonological relatedness vs. semantic relatedness, rather than the semantic relatedness of the phonological associates vs. the semantic relatedness of the semantic associates.  This would have worked had we known how to plot two sets of data (i.e., the phonological and semantic associates) on one graph, but we didn’t.  

Mary points out that this experiment involved three-way priming: the first word primes the second word, and then the first two together prime the third (response) word.  Mary also makes an analogy to the movie Aliens.  When you get too close the nest of alien eggs, one explodes in your face – similarly, in the lexicon, when you get close to accessing a word group, it “pops” and all the related words are accessed.

Moving on to duality of patterning: Hockett's paper was in Scientific American and is used by some 201 classes.

It was inspiration for people in the animal communication community (e.g. for those studying vervets).  Two of his “design features” of language are semanticity and arbitrariness.  These two factors are found in the vervet alarm calls: there's nothing iconic about the python alarm call – it doesn't sound like a python.  Mary asks what’s driving the acoustics of those calls?  Ilana suggests that its their need to be different, and Mary adds that the calls also need to carry.

The one feature that differentiates all human languages from animal communication is duality of patterning.  Questions to ponder:

1. Why is there duality of patterning?  What is it for?

2. When do humans begin to get it?

   Mary says that by 9 months, kids have duality in comprehension, but that it is later for production.

  However, at 9 months, it's just clear that they have the phonological patterning, and we don't know if they have the semantics, but Mary thinks that precocious ones could have some semantics (e.g. the kid who looks at his feet when he hears “foot”)

.

It’s also questionable how finely the kids have decomposed the words: for example, they don’t seem to pay attention to embedded onsets like “ham” and “king” in “hamlet” and “kingdom.”  Duality of patterning may help kids pick out words in the speech stream.  But when do they pick out smaller units and reuse them in production?

