Notes from 1 April 2004

Prior to class, all the experimenters searched the HML database and transcribed the words from the third column of their worksheets from the experiment on Tuesday.  They chose values for the three phonological similarity measures:

1. Whether there is at least one phoneme in common between the words in the second and third columns of the worksheet (i.e., the target word and the response word).  Here, the value of 1 was used to represent at least one phoneme in common, and 0 was used to represent no phonemes in common.

2. The number of shared phonemes between the words in the second and third columns.

3. The number of shared phonemes that were in the same position in the word between the second and third columns.  

Everyone then sent their results in addition to which survey they had (A or B) to Elizabeth and Kathleen to compile.  In looking at them, it occurred to us that the experimenters had used different techniques for calculating the three phonological measures.  For example, in calculating (2), some people considered [l] and [L] (in the HML transcription) to be the same phoneme, while others counted them as different.  Furthermore, for the calculation of (3), there was even more widespread disagreement as to what constituted the “same position.”  Some experimenters looked solely at linear order within the whole word, while others looked at syllabic positions, judging a phoneme in the coda of one syllable not to be in the same position as one that was in the onset of another syllable.  For instance, the [t] in the word “beat” [bit] would be in the same position as the [t] in “treaty” [triti] for someone who was making judgments based on linear order, though the first one is in coda position and the second one in onset position for someone who was making judgments based on syllabic position.  This example illustrates another point: when a phoneme appears a different number of times in the two words in question, how many “shared phonemes” should be counted and which ones should we use to determine relative positioning?  None of these problems were accounted for, but we did discuss them in class so that everyone is aware of their effect on the data.

Once we received everyone’s data, we pasted the text files for the A surveys in one Excel worksheet and the B surveys in another.  We added a column that indicated whether the target word was part of a semantically matched pair or a phonologically matched pair, as determined by looking at columns one and two on the worksheet. This was our own judgment, and we didn’t feel as though there was any ambiguity in any of the pairs.  One reason why we added this semantic or phonological tag was to avoid averaging the semantic and phonological relatedness scores across target words that were different with respect to whether they were part of a semantic stimulus pair or a phonological stimulus pair.  Half of the pairs on each worksheet were semantic matches and half were phonological matches.  The target words that were part of a semantically similar pair on the first worksheet were the same words that were part of a phonologically similar pair on the second worksheet and vice versa.  For example, the target word “friend” was matched with the semantically similar word “hug” on one worksheet and the phonologically similar word “attend” on the other.  We then calculated an average of the semantic relatedness value (ranging from 1-5, which had been circled on the worksheet) for each target word.  Then we calculated averages for each of the three phonological relatedness values for each target word.  

We created a third Excel worksheet with the two new tables: the averages of these four columns (semantic relatedness and three types of phonological relatedness) for survey A, and the same for survey B.  Then we rearranged them so that all of the stimuli marked ‘s’ were together (the semantic stimuli) and all of the ‘p’ were together (the phonological stimuli).  These were the tables that we saved for use in class in the file Sorted_Results_Lab1.txt on Kathleen’s website.

At the beginning of class, as we downloaded R and the relevant documents with our data from above, we briefly discussed what we wanted to cover during the class session.  There was interest in going over the material in the first two chapters of the LabPhon book and the paper that we had read, but we knew that we would have an opportunity to go over them on Tuesday (and we ran out of time anyway), so we just touched on a few questions at the end of the class.

People generally felt more comfortable using Excel to make the graphs, but we decided that it would be to our advantage to try to use R while we were working as a group, since most of us were completely unfamiliar with it, and we thought that eight heads were better than one.  We had trouble initially because we set our working directory to be an empty disk drive and then did not realize (until Na’im pointed it out) that we needed double slashes between directories as indicated below:

>setwd(“C:\\Documents & Settings\\csps\\Desktop”)

With these details taken care of, we moved to the task of creating the plots for our lab assignment.  We modified our Excel spreadsheet so that our two tables (all semantic stimuli and all phonological stimuli) were next to each other, as was the format of the data when we used R in Tuesday’s class.  This revised dataset is available in a file called Sorted_Results_Adjacent_Lab1.txt and is on Kathleen’s website at www.ling.osu.edu/~kchall/LabPhon/Topic_1.  To read the data into R, we typed:

> data<- read.table("Sorted_Results_Adjacent_Lab1.txt",skip=1,sep="\t")

Our first plot was of columns 2 and 8, which were the semantic relatedness scores for the phonological and semantic stimuli, respectively.  We used the following command:

> plot(data[,8],data[,2],xlab="semantic associates",ylab="phonological associates",xlim=c(1,5),ylim=c(1,5))

The graph turned out as we expected: When we graphed the semantic relatedness of the target word to the response word, the value on the x-axis (the semantic relatedness value for the semantic stimuli) was greater than the value on the y-axis (the semantic relatedness value for the phonological stimuli) for each point.  That meant that almost all of the points were located below the x=y line.  This makes sense because a point on the x=y line would have an equal semantic relatedness value regardless of whether it had come from a semantically related or phonologically related stimulus pair.

Elizabeth pointed out that there were some outliers.  These were points that had high semantic relatedness values despite the fact that they were responses to supposedly phonologically related stimuli.  For example, “attend” / “friend,” designed as a phonologically related pair of stimuli, elicited the response “wedding,” a more semantically than phonologically related response.

Our next plot used columns 5 and 11, the number of shared phonemes in the same position for the phonological and the semantic stimuli, respectively.  We used the following command:

> plot(data[,11],data[,5],xlab="semantic associates",ylab="phonological associates",xlim=c(1,5),ylim=c(1,5))

This graph also turned out as we expected – it was basically the complement of the first graph: When we graphed the phonological relatedness of the target word to the response word, the value on the x-axis (the phonological relatedness value for the semantic stimuli) was less than the value on the y-axis (the phonological relatedness value for the phonological stimuli) for each point.  That meant that almost all of the points were located above the x=y line.  This makes sense because a point on the x=y line would have equal phonological relatedness value regardless of whether it had come from a semantically related or phonologically related stimulus pair.

Eunjong noticed that there were outliers in this graph, too.  These were points that had high phonological relatedness values despite the fact that they were responses to supposedly semantically related stimuli.  She suggested that they might be points where there was simply accidental phonological relatedness between target and response words, due to the principle of “arbitrariness of the sign.”  Kathleen then pointed out that these could also be the complements of the outliers we saw above: it is possible that someone gave a highly phonologically related response to a target word that came from a stimulus pair that was designed to be semantically related.

We next plotted columns 4 and 10, the number of shared phonemes between the target word and response word, regardless of position.  To do this, we used the following command:

> plot(data[,10],data[,4],xlab="semantic associates",ylab="phonological associates",xlim=c(0,2.5),ylim=c(0,2.5))

Once again, the graph turned out as we expected: When we graphed the phonological relatedness of the target word to the response word, the value on the x-axis (the phonological relatedness value for the semantic stimuli) was less than the value on the y-axis (the phonological relatedness value for the phonological stimuli) for each point.  That meant that almost all of the points were located above the x=y line.  However, this graph differed from the previous one in that the overall values for phonological relatedness were higher, since shared position was not a factor.  Since we did not change the scale for the two graphs, this corresponded visually to the points in this graph being higher up on the graph than they were in the last graph.

Ilana gave an excellent paraphrase of this graph: When given semantically correlated stimuli, the response word had a low (below 1) phonological correlation to the second stimulus word.  When given phonologically related stimuli, the response word had a higher (1 or above) correlation to the second stimulus word.
Finally, we plotted columns 3 and 9, the categorical measure of whether there was at least one shared phoneme between the target and response word.  We doubted that this graph would be as informative as the others because there was a good chance of having random, accidental shared phonemes between words that we as native speakers don’t feel should be considered phonologically related.  By using a categorical measure we did not differentiate between degrees of phonological relatedness, but at least if we had chosen our categorical measure to be something like “do the words share at least three phonemes” (rather than at least one), we might have been able to see results more like the others in that they differentiated the phonological vs. semantic stimuli.  We plotted this graph using the following command, being careful change the scales so that all the points (which varied between 0 and 1) were visible:

> plot(data[,9],data[,3],xlab="semantic associates",ylab="phonological associates",xlim=c(0,1),ylim=c(0,1))

We noticed that there was one point with an average value of 1.25, which is obviously impossible and needs remeasured.  After class, when Kathleen and Elizabeth went back to correct this value, they noticed that there was another miscalculation.  All of the updated values are correct in the files posted on Kathleen’s website.

Hyunsook commented that these graphs were not very intuitive, which was echoed by others, and we decided to graph the semantic relatedness values v. the phonological relatedness values of response data that were all from phonological stimuli.  As Ilana pointed out, this way of graphing the data would be more similar to the graphs presented in the Beckman and Pierrehumbert article.  

To graph these, we used the following commands:

> plot(data[,2],data[,5],xlab="semantic associates",ylab="phonological associates",xlim=c(0,5),ylim=c(0,2.5))

> plot(data[,2],data[,5],xlab="semantic associates",ylab="phonological associates",xlim=c(0,5),ylim=c(0,5))

The first plotted the semantic relatedness values against the number of shared phonemes in the same position, and the second plotted the semantic relatedness values against the number of shared phonemes regardless of position.  These graphs were not particularly informative because our lack of knowledge about R prevented us from knowing how to make two separate plots on a single graph.  Had we been able to create such a graph, it might have paralleled what we saw in the article.  Since the goal of the experiment was to look at how stimulus type affected phonological and semantic relatedness values, not being able to compare stimulus types on the same graph limited the utility of these plots. 

Hyunsook pointed out that all of our graphs are in fact limited by our small sample size. 

With respect to these particular graphs, Eunjong commented that, unlike the first set of graphs we created, these graphs have different scales on the x and y axes.  She posited that looking at percentages of “relatedness” might even the scales and therefore provide better results. 

To see what would happen, Elizabeth re-opened the original Excel file and added columns for these new percentages.  She calculated the percentages for the semantic relatedness scores by dividing each of the values by 5 (the maximum value on the semantic relatedness scale we used) and the percentages for the phonological relatedness scores by dividing each of the relatedness scores by the nearest whole number greater than any of the scores.

The graph of the percentages ended up looking extremely similar to the graph of the same data before it had been normalized.  Kathleen noted that the similarity of scales is probably one of the reasons that the experiment was set up the way that it was: comparing the semantic stimuli to the phonological stimuli for each of the relatedness values.

As there was not much time remaining, we decided not to try to figure out how to plot both sets of stimuli on one graph in R and instead discuss some of the reading.  Na'im asked if the box on page 12 of the LabPhon book could be explained, since the terms "lemma" and "lexeme," which are discussed in the box, are crucial for understanding the Beckman and Pierrehumbert article.  Kathleen tried to explain her understanding of the terms: different "lexemes" are words that have some phonological difference, such as "walk" vs. "walks" vs. "walked" - all three are different lexemes.  Different "lemmas" are words that may be somewhat different phonologically but are semantically related: for example, "walk," "walks," and "walked" are the same lemma, something like <WALK>.  

Sometimes, the words "lexeme" and "lemma" are used in such a way as to imply that any words that have different lemmas must also have different lexemes, so that "walk" and "wok" are different lexemes simply because they have different lemmas.  This is not how lexemes and lemmas are distinguished in the HML, however.  In the HML, the terms lexeme and lemma are independent of each other.  Any words that are phonologically the same are considered the same lexeme, and any words that are semantically similar are considered the same lemma.  So in the HML, "walk" and "wok" (represented phonologically in the HML as [wck]) are considered to be the same lexeme (but different lemmas).  The examples given in the text show how the frequency counts in the HML reflect this concept of lexeme and lemma.  For example, the lexeme [sEnt] in the HML corresponds to the orthographic forms "sent," "cent," and "scent," which individually had frequencies in the Brown corpus of 145, 158, and 6 (respectively).  In the HML, all three orthographic forms are lumped together under one orthographic form ("cent") and one lexeme ([sEnt]), and are assigned a frequency that is the sum of all the individual orthographic frequencies, 309.  

As a class, we couldn't figure out how the single representative orthographic form for each lexeme was chosen.  Also, we thought that there might be a typo in the frequency count given to the lexeme [ju] in the HML: given the individual frequencies of "ewe" and "you" in the original Brown corpus (1 and 3287), we thought that the frequency assigned to the single lexeme [ju] in the HML should be 3288 and not 3287 as is stated in the text.  However, Kathleen went back and checked the HML corpus and searched for "ewe" and got a frequency count of 3287.  So either we are still confused about how frequency was counted, or there is a typo in the original Brown frequencies for "ewe" and "you." Further clarification is needed.

